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Abstract
Precise knowledge of the health of beehives, the activity of bees and the variety of
collected pollen is valuable for beekeepers. Manually collecting this information
is a time-consuming task. We built a system that processes video taken of hive
entrances and extracts bee counts, tracks individual bee movement and quantifies
the collected pollen by count and color. The system is implemented using a
combination of image processing, convolutional neural networks and clustering
methods. Beekeepers can access the data generated about their hives through
the BeeLivingSensor platform.

Introduction
BeeLivingSensor is a project aiming to monitor health of bee colonies and
environmental change. This is done non-invasively by placing a security camera
in front of beehives and uploading video footage to the platform. Next, the AI
analyses the bee activity and the number and colors of pollen being brought into
the hive. Since the goal of the project is analysis of the beehives in real-time,
the AI faces challenging runtime constraints. In addition, backgrounds, lighting
conditions and video quality vary significantly between hives. To account for
these varying conditions the current system retrains the bee detection models
each time a new hive is added to the system. We show that this is not necessary
by training a general model on a variety of beehives which generalizes well to
unseen hives.
Our contributions:
1.

Datasets: We labelled and contributed a dataset of over 60K
images of bees and their respective pollen locations. Furthermore,
we added missing labels of blurry / flying bees in the existing
dataset of bee labels on hive images and fixed labels for images
in which only few of the present bees were labelled. We also
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contribute a small dataset with 300 frames of tracked bees which
can be used to evaluate different tracking algorithms.
2.

Bee detection module: We train and evaluate bee detection
modules of different sizes to allow for an estimate for accuracy
in the realtime setting as well as without time constraints.

3.

Tracking: We implemented a tracking algorithm which allows
us to track the bees based on the output of the bee detection
module.

4.

Pollen detection: Using our dataset of bee pollen, we trained a
model for pollen detection on cropped images of bees.

5.

Color correction & Pollen clustering: Using the detected pollen,
we implemented a clustering algorithm for pollen colors. Furthermore, we simulated different lighting conditions and artificial
pollen to analyze the effect of color correction using a graycard
for white balancing.

Related Work
People have been working on bee tracking for at least a century [7]. Historically,
tracking bee movement and monitoring hive health was an expensive undertaking
due to the cost of manual labour involved. For a recent example, see [11], where
over 2000 individual bees are tagged with a unique “circulatrix” and the hive
entrance is severely modified. A less invasive approach involves only modifying
bee hive entrance, and examples of this approach can be found in [4] where
infrared cameras and a corridor are used, as well as [8] where a custom device
ensures uniform lighting conditions.
A more scalable and therefore exciting approach is using non-invasive methods
of data collection (e.g. video from hive entrance) which do not involve any
modification to the hives or to the bees. Researchers appear to begin using
Convolutional Neural Networks on bee hive entrance videos in 2018 [10] [9]. We
essentially reproduce these efforts while benefiting from advances in computer
vision. We also explored sharing an encoder between multiple tasks as in [8], but
cursory exploration suggested YOLOv4 [3] was the more promising route.

Our approach
Data related Issues
The existing data
There was a general lack of data - there were approximately 10 unique hives , with
an average of 100 images per hive available for training. Systemic deficiencies
were present in the original dataset - bees that were even slightly blurry were
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not labelled as can be seen in Figure 4. This meant that using the original
data for motion tracking was impossible, since moving bees would almost always
appear slightly blurred when captured by the camera. Occasional images were
completely unlabelled, and some had a only small fraction of bees present in the
image actually labelled.
Hives were very heterogeneous ranging from holes in wooden stumps to large
man made constructs as in Figure 1. Each hive had different lighting conditions,
changes in light over time of day as in Figure 2, yellow splashes of paint as in
Figure 3. Camera position was also a variable, resulting in different angles and
scales of bees. Some hives also had a high density of bees resulting in overlapping
bounding boxes as shown in Figure 5.
Ultimately, We had to manually examine all existing data and adjust the labels
in order to use it.

Figure 1: Contrasting hives.

Figure 2: Changes in Lighting.

Amazon Mechanical Turk
Amazon Mechanical Turk [5] is a service for crowd-sourcing Human Intelligence
Tasks (HITs). A “requester” submits a HIT which may take the form of a survey,
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Figure 3: Yellow sploch.

Figure 4: Unlabelled blurry bee example.

Figure 5: Example of overlapping bounding boxes.
annotation task, or a similar task requiring human cognition. A “worker” is
then able to browse a list of HITs and select which HITs they would like to work
on. Upon completion of a HIT, the requester is able to examine the worker’s
submission. If the submission is acceptable, the requester marks the HIT as
complete and the worker is paid1 .
We began by submitting just 10 images to be labelled 10 times each yielding
100 labelled images. This was to gauge whether the “average” MTurk worker
is reliable. Unfortunately even our small sample was extremely varied and
essentially useless as input data, with some images being comically mislabelled
as shown in Figure 6.
To address this, we specified that only “Experts” may complete our HITs.
Experts are workers that have continuously proved their expertise and earned a
1 The

worker is able to see payment for the HIT at all times.
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qualification. Using experts significantly improved our results, but irregularities
persisted. Experts continuously drew a bounding box that is looser than the
(numerous) examples provided as shown in Figure 7. This is probably due to
the fact that workers are aiming to maximise their wages by labelling as fast as
possible, and drawing loose labels is faster than drawing tight ones.
Another interesting phenomenon is the relationship between the reward per
image and annotation quality. Different hives had on average a different number
of bees per image, and therefore annotating more bee-intensive hives took more
time per image. To address this we calculated a custom reward per image for
each hive so that the worker would earn 13chf per hour regardless of the hive
they were annotating. Despite a constant wage over time, images with a higher
reward had consistently better labels than images with a lower reward. To make
use of this in the future we suggest bundling data annotation tasks into one
large task to ensure data quality.
In the end, We used MTurk to label 1275 images containing 35283 bees.

Figure 6: Labels obtained from Amazon Mechanical Turk Non-Experts.
Bee detection
Our aim for the bee detection task was to improve on the existing solution, both
raising the detection accuracy as well as reducing the deployment complexity.
The existing solution utilized a collection of 12 individual models, one for
each hive. All models had identical architectures and were implemented using
the YOLOv4 Library. For each hive, hyperparameter optimization had been
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Figure 7: Labels obtained from Amazon Mechanical Turk Experts v.s. Labels
as specified
conducted to decide which hives to include in the training dataset. While the
resulting performance was satisfactory, deployment was complicated by having
to store, manage and run 12 independent models.
After working through the dataset to improve its quality we formulated three
hypotheses which we subsequently tested:
1)

A single general model can be trained on the improved dataset labels that performs better in aggregate than the existing collection
of 12 models.

2)

The single general model performs better than models with
identical architecture trained only on individual hives.

3)

The single general model generalizes well to new, unseen hives.

As we were mainly focused on data quality, we used the same YOLOv4 architecture as the existing models. Since a deployment of YOLO already existed
on the platform, this made switching from the old solution to our new solution
easier for the rest of the BeeLivingSensor development team. All models were
pretrained on COCO [6].
Tracking
Tracking the bees is necessary for counting the number of incoming bees as well
as the pollen they bring into the hive. It further helps to analyse the pollen
colors by allowing us to average the colors over multiple images of the pollen.
We implemented the Simple Online and Realtime Tracking algorithm (SORT) [2]
for tracking the bees, since it allows for state-of-the-art performance on multiple
benchmarks while fulfilling our runtime constraints. The speed of the algorithm
is achieved by using a combination of basic techniques such as Kalman filters and
the Hungarian algorithm. Previously, BeeLivingSensor used a custom matching
algorithm based solely on IoU and distance matching.
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Pollen detection
At the beginning of the project two approaches were considered: Either train a
single end-to-end model that performs both bee detection and pollen detection
or implement the two tasks using two different models. We opted for the latter
approach. After running the bee detection we cropped out pictures of individual
bees and fed those to the pollen detection model. Compared to the end-to-end
approach this had the benefit of making data-labeling easier and letting the
pollen detection model use the full image resolution for improved accuracy.
We collected 60.000 images of individual bees and labeled the pollen ourselves.
After the initial labeling the dataset was severely imbalanced, containing many
more examples of non-pollen carrying bees. To increase this proportion, we
implemented a hybrid labeling approach, running a pre-trained model with very
low thresholding over a large dataset of unlabeled images to pick more images
that potentially contained pollen.
To simplify model deployment, we implemented the pollen detection model using
the same YOLOv4 library as the bee detection model. To improve detection
speed, we tested differently sized architectures. Similar to the bee detection, all
models were pretrained on COCO [2].
Color correction
While lighting conditions already present a major challenge for bee detection, it is
an even bigger problem for analysing the color of pollen. The recorded colors are
significantly influenced by multiple factors, including light temperature, shadows
and sunshine. The difference of lighting in the morning and in the evening is
illustrated in Figure 8. We can see that the red background of the hive is both
lighter and has a higher red value than the same background recorded in the
evening without any sunshine.

Figure 8: Comparison of the same hive in the morning (left) and in the late afternoon (right). Depending on weather, location and daytime, lighting conditions
can differ significantly.
As a first step to tackle this problem, we analysed the effect of color correction
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Figure 9: Simulated pollen with a graycard providing reference pixels for manual
white balancing.
using a graycard providing reference pixels for white balancing. We created
videos of simulated pollen with a graycard and illuminated the setup using
different light temperatures. Examples of the resulting images are shown in
Figure 9. To extract the true colors, we transformed all channels such that the
gray reference pixels have equal values across all channels. Formally, let r, g and
b be the average value of the gray reference pixels in the respective red, green
and blue channel. Let lum be the average value of the reference pixels across all
channels, that is, lum = (r + g + b) / 3. Then the red channel of all pixels is
multiplied by lum / r, similarly for the green and blue channel.
Pollen clustering approach
When clustering the pollen according to their colors, we do not have access to
the number of clusters beforehand, since we do not know the number of different
flowers a specific beehive pollinates. For this reason we have decided to use
hierarchical clustering. As a distance between pollen images we used the squared
euclidean distance between the average color of the pollen image. Since we do
not want the background in the corners to influence the pollen clustering, we
ignore a margin of 20% on each side of the image, as shown in Figure 10. While
we also experimented with using other distances such as the Wasserstein distance
of the histograms of the color channels, using the average color of the pixels
proved to be more robust.
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Figure 10: Bee with pollen, where solid lines indicate the bounding box of the
pollen and dashed lines frame the area used to cluster pollen colors, chosen by
removing a margin of 20% of the pollen image.

Results
Bee detection
All scores are mAP scores which were calculated according to the parameters
used in the PASCAL VOC Challenge.
Hypothesis 1: The general model performs better in aggregate than
the existing solution
Hive

Existing
Model
Ensemble

New
General
Model
(Large)

New
General
Model
(Small)

New
General
Model
(Medium)

Hempbox
Chueried_Hive01
ClemensRed
Echolinde
Erlen_diago
Erlen_front
Erlen_smart
Erlen_Hive11
Froh14

22.56
98.51
58.39
96.10
95.01
96.67
94.85
97.05
93.87

31.78
98.08
88.51
98.26
97.46
99.61
97.26
98.26
95.94

09.69
89.88
55.08
82.23
90.39
95.93
93.77
90.90
92.18

23.60
96.29
82.56
95.77
97.19
99.64
97.36
98.14
95.80
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Hive

Existing
Model
Ensemble

New
General
Model
(Large)

New
General
Model
(Small)

New
General
Model
(Medium)

Froh23
UnitedQueens
mAP Average

92.48
99.50
86.55

94.08
99.93
91.46

90.61
97.49
80.82

95.39
99.85
89.90

There are three models listed. The large model uses the same architecture as
the individual models in the existing ensemble. The small and medium models
operate on smaller input image sizes, 224x224 and 416x416 pixels respectively.
Compared to the large models’ 608x608 input dimension this leads to significant
speedups.
As can be seen, our single model beats the existing model ensemble in every hive
except for one. As the model architecture was not changed, this improvement
is solely due to improved data quality. The medium model performs almost as
well as the large model while having a 30% faster inference time, achieving 26
FPS on a Tesla P100.

Tracking
In order to evaluate the performance of SORT compared to the previously used
custom approach, we used the MOTA metric proposed by Bernardin et al. in
[1]. The metric ranges from one to negative infinity, being decreased for each
false positive detection, each missed object, and each wrongly identified object in
tracking. The results can be observed in Table 2. We compare the two algorithms
for (1) the model trained on the old training data and (2) the model trained on
our cleaned data, which includes blurry bees and has improved data quality, as
described in section "Clustering & Color correction". As we can see, cleaning
the data improved the performance of both tracking algorithms significantly.
Interestingly, SORT achieves a much higher MOTA than the custom algorithm
when using the cleaned data, while the custom algorithm outperforms SORT on
the original data. A possible reason for this is that SORT might be able to deal
much better with the flying, blurry bees, which change their position by a much
larger distance between frames. Using the cleaned data and SORT, we achieve a
MOTA of 93.8% compared to the previous 91.2%.

Custom
SORT

Original data

Cleaned data

91.2%
90.3%

92.2%
93.8%

Table 2: MOTA of the compared tracking algorithms, evaluated using models
trained on the original and the cleaned data.
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Pollen detection
We evaluated two models for the pollen detection task: A large YOLOv4 model
and a tiny YOLOv4 model. As the dataset was fairly large, there were no
problems with overfitting. The large model performed consistently better than
the tiny YOLO. However, the large model achieved only 40FPS on a Tesla P100
GPU, compared to 400FPS using the tiny model. As the number of bees in a
single image can be large (>100 in crowded scenes), the Pollen detection quickly
becomes a bottleneck. Therefore the tiny model became the one being deployed
in production.

mAP score

YOLOv4-large

YOLOv4-tiny

88.42

85.78

Clustering & Color correction
As described in the previous section, we use the average color of the image
cropped by a 20% margin on each side as the features for clustering the colors.
We evaluate hierarchical clustering based on the average distance between clusters
on the simulated pollen data, the resulting homogeneity scores are shown in
Table 4. Examples of images of the same cluster are shown in Figure 11. As
we can see, color correction shows significant visual improvement in similarity
of the object colors. Since the homogeneity score is close to perfect already on
the original data, color correction only yields a slight increase in performance
increase. An evaluation of this clustering approach using real pollen remains to
be done in future work.

=⇒

Figure 11: Simulated pollen images before (left) and after (right) applying color
correction using manual white balancing.
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Homogeneity score

Original

Corrected

94%

96.6%

Table 4: Homogeneity score of hierarchical clustering with and without color
correction.

Conclusion
In this project we developed a system to analyze the activity of beehives using
non-invasive camera footage. We created datasets for bee detection as well
as pollen detection used to train models for both tasks which achieve high
accuracy. We further evaluated the use of additional data obtained by Amazon
Mechanical Turk, which we found not to improve our model’s performance. To
fulfill the constraints of video analysis in close to real time, we evaluate the
tradeoff between speed and accuracy of models of different sizes. In addition, we
implemented a tracking algorithm which can be used to estimate the number
of incoming and outgoing bees, including the number and color of pollen they
bring into the hive. For future work it will be interesting to combine the pollen
information with other data sources, such as agronomic data, weather data and
drone images of the nearby area to determine the pollen origin. For on-edge
application of the system, it remains to improve inference performance without
a significant tradeoff with accuracy.
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